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ABSTRACT
Fusion of multimedia streams for enhancedperformance is a
critical problem for retrieval. However, fusion performance
tends to easily over�t the hillclim b set used to learn
fusion rules. In this paper, we perform fusion learning
for multimedia streams using a greedy performance driv en
algorithm. In our fusion learning paradigm, fused output
is a linear combination of multiple classi�ers or ranked
streams. The algorithm is inspired from EnsembleLearning
[2] but takes that idea further for improving generalization
capabilit y. A key application of our fusion learning
algorithm, described in this work, is semantics reinforcement
using an ensemble of classi�ers built using the same
training dataset but groundtruth corresponding to di�eren t
concepts. We expect that classi�ers built for semantically
close concepts should reinforce each other's performance
and fusion learning is an excellent post-classi�cation way
to reinforce semantics and performance. Fusion learning
experiments have been performed on TRECVID 2005 test
set. Experiments using the well established retrieval
e�ectiv enessmeasureof mean averageprecision reveal that
our proposed algorithm improves over the best classi�er
(oracle) by 3.8%. We also present and discuss some
interesting and intuitiv e semantic reinforcement trends
observed during fusion learning.

Categoriesand SubjectDescriptors
H.3.3 [Information Searc h and Retriev al ]: [retrieval
models; search process;selection process]

GeneralTerms
Algorithms, Design, Experimentation, Performance

Keywords
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bagging, semantics reinforcement

CIVR'07,July9–11,2007,Amsterdam,TheNetherlands.

1. INTRODUCTION
The last decadehaswitnessedan explosion in the production
of digital data from all over the world. In comparison, the
rate of meaningful information extraction from digital data
has been rather slow. One of the key reasonsis that digital
data usually comes in multiple modalities or media forms
(i.e. text, images, video, audio), thus making it di�cult for
generic information extraction methods to be used across
multiple media. Moreover, extraction of semantics from
multimedia largely remains an open problem. This results
from an inherent semantic gap between high level human
understanding of the world and the low level visual features
used by most techniques to model semantics. One of the
main challengesfaced in multimedia analysis and retrieval is
integration, combination or fusion of multiple modalities. It
hasbeenargued and reported that multimo dal fusion almost
always enhances retrieval performance [15]. Moreover,
machine learning for multimedia usually involves building
classi�ers for numerous di�eren t concepts with possible
semantic coherence. Another challenge is to leverage
multiple learners to boost or enhance performance for
individual target concepts for retrieval purp oses. If the
combination is performed post-classi�cation, it usually boils
down to fusion of multiple classi�er streams. Modeling
inter-concept correlation is useful for large-scale semantic
image and video analysis [28]. In our work, we treat
the challenge of semantics reinforcement using a fusion
learning framework. Semantic patterns are discovered and
reinforcements applied post classi�cation. We also study the
e�ect of negative semantic reinforcement.

2. RELATED WORK
Multimedia information retrieval has been one of the most
happening research areas in the last few years. There
are extensive surveys on modeling and retrieval approaches
proposed in the last two decades [22, 19, 20]. Here,
we discuss some work on classi�er combination and some
important applications of multimedia fusion and boosting
which have motiv ated our current research.

2.1 Multimedia Fusion
Two of the key components of most multimedia retrieval
systems are the feature extractor and feature modeler.
Both feature extraction and modeling can be practically
performed in a number of distinct ways to possibly tap



di�eren t aspects of the data. As a consequence, in
most multimedia analysis scenarios, one is faced with the
possibility of using multiple algorithms, or systems and
somehow combining their outputs (whether they are ranked
lists or con�dences). There is ample evidence that fusion
or combination of multiple decision streams performs better
than even the best individual algorithm [8, 15]. Such late
stage combination of decisions is often termed late fusion
or decision fusion and generally gives robust improvements
in several domains including the video classi�cation and
retrieval [17]. Fusing such outputs with little or no
knowledge of the individual classi�ers or search engines is
a very productiv e approach for leveraging an ensemble of
such systems or algorithms.

In the past, many fundamental multimedia (video, text, and
audio) based applications have employed di�eren t fusion
schemes with success. In [27] multimo dal fusion from
multiple media sources is treated as a two step problem.
The �rst step involves �nding statistically independent
modalities followed by super-kernel fusion to determine
optimal combination. The fusion step involves retraining
of SVM classi�ers multiple times which could be a very
expensive process. Fusion from two modalities, audio and
video have been shown to be bene�cial for authentication
of people [4]. In the cited work, a Bayesian approach to
determine biases of experts has been used to guide the
fusion of audio and video streams. Fusion of audio and
video modalities has been found to be useful for detection
of documentary scenechanges [26]. In [29], fusion of text
and video has beenproposedfor story segmentation in news
video. Fusion can also be performed at the level of feature
descriptors or models built from them. In [10], color and
edgedescriptors have beenadaptiv ely fused for detection of
people.

When the individual systems whose output decisions are
being fused have nearly comparable performances, naive
strategies such as simply averaging their decisions perform
adequately and beat several supposedly smarter fusion
approaches [8, 15]. Here we assume that given a set of
entities that need to be classi�ed or ranked, all individual
systemsand/or algorithms are able to processthese entities
and provide to the late fusion algorithm a ranking or
con�dence where higher values indicate that the document
is being found relevant to the query and ranked towards
the top and lower values indicate that the document is not
considered relevant and is being pushed to the bottom of
the ranked list. The goal is to then learn a strategy which
leveragesall available decision inputs optimally . Sincefusion
learning is usually performed using a hill-clim b set, the
learned fusion strategy could easily over�t the data used.
Hence, avoiding over�tting posesa major challenge.

2.2 Classi�er Combination
Combination of classi�ers is a well studied problem and
has outreach in several research areas including multimedia
analysis. A classic treatise on combination of classi�ers
can be found in [12]. The cited work presents a statistical
framework which encompassesmany existing methods of
compound classi�er combinations. A theoretical study
of certain basic classi�er combination strategies (such as
average, minim um, maximum, median, majorit y vote, and

oracle) has been performed in [13]. The focus of the cited
work is to establish formulas for the classi�cation error
at a single point in feature space in a two class scenario.
Each classi�er outputs a posterior probabilit y of belonging
to di�eren t classesand classi�er responsesare assumed to
be independent and identically distributed. The authors
of the cited work themselves agree that the independence
assumption is not very realistic. Employing neighborhood
information for determining relativ e authorit y of classi�ers
for combination hasbeenstudied in [25, 6]. In [12], Kitler et.
al. have described two fundamentally di�eren t scenariosof
combining classi�ers. (1) Classi�ers which have been built
using the samedata representation or measurement vectors
but di�eren t data modeling strategies. (2) Classi�ers which
have been built using di�eren t data representations and
possibly di�eren t data modeling strategies. We argue and
study a third scenario of combination when classi�ers have
been built using di�eren t or similar data representations,
modeling strategies, but di�eren t ground truth. Fusion in
this context corresponds to reinforcement of semantically
similar learners. Consider two visual classi�ers being built
for the concepts outdoor and sky. We expect such systems
to bene�t from combination or fusion. Similarly , classi�ers
built from semantically opposing concepts (e.g. indoor and
sky) are expected to negatively reinforce each other. In [2],
Caruana et. al. proposed an ensemble learning algorithm,
NACHOS, which performs a greedy forward selection on a
hillclim b set and learns weights across multiple classi�ers.
Applicabilit y of the algorithm to certain problems was
studied and was found to perform better than many other
fusion learning algorithms.

2.3 Boostingfor Multimedia
Boosting is a principled feature selection procedure used
for supervised classi�cation. Boosting methods which
produce complex composite hypothesis using multiple weak
classi�ers are very popular in literature. [21]. One of the
most popular and successfulboosting algorithms is known
as Adaboost [5] which usesan adaptiv e approach to reduce
misclassi�cation of data points by adjusting weights assigned
to them during learning.

Boosting has been successfullyused for several applications
in multimedia analysis and retrieval. Selection of features
for learning and retrieval is not straightforw ard especially for
multimedia applications. Boosting opens up the possibility
for automatic selection of features based on performance
from a potentially very large number of available features.
One of the early works uses boosting for feature selection
from a pool of 45000 highly selective features, for the
purp ose of image retrieval [23]. In [30], a boosting
based method has been used for automatically detecting
orientation of images with the purp ose of classifying them
as outdoors versus indoors. The application of AdaBoost
algorithm to video retrieval has beenfound to be useful [18].
Another interesting work uses boosting for enhancing
retrieval of imageswith cluttered scenes[1]. The cited work
uses multi-dimensional histogram based image features to
represent images and boosting for feature selection with a
goal to characterize di�eren t object parts and their mutual
spatial relationships. In [7], AdaBoost algorithm has been
employed for fast face recognition. An analysis of boosting
applications for image and video retrieval is presented in [9].



Performance has been found to be sensitive to the way
boosting is performed and several guidelines for appropriate
boosting have been presented.

Needfor a new Late FusionAlgorithm
In a previous and related work, we studied post-classi�cation
multimo dal fusion for the TRECVID 2005 search task.
The ensemble learning algorithm for late fusion NACHOS
proposed in [2] seemed a suitable choice for fusion to
begin with. We applied NACHOS to the TRECVID 2005
search task [24] with the aim of fusing three independently
designed search sub-systems, one based on text retrieval,
another on visual similarit y based retrieval and a third
based on detecting relevant semantic concepts in the query
videos and the target data set [11]. Our experiments
revealed that NACHOS [2] performed worse than naive
fusion that combines these three sub-systems with equal
weights. Fusion with equal weights is in general shown to
perform reasonablywell when all individual decisionstreams
exhibit performance in the sameball park [15]. Over�tting
to the hillclim b set seemedto be the main problem. In our
quest, we designed a novel algorithm for ensemble fusion
that was still in the samespirit as the NACHOS algorithm
but was robust and had the abilit y to generalize better.
In [11], we evaluate fusion experiments using the mean
average precision measure. The proposed fusion technique
improves over the baseline (fusion with equal weights) by
36 % and over NACHOS by 46 % on the TRECVID 2005
query retrieval task.

In this paper, we describe the application of fusion learning
to reinforce semantics post classi�cation. The target dataset
is the TRECVID 2005 test set. The dataset is split
into hillclim b and test sets of approximately equal sizes.
Classi�ers constructed using the SVM light algorithm and
four di�eren t types of visual features [15] are used for
classi�cation. For each concept, the baseline is fusion with
equal weights of the four di�eren t forms of classi�cation
outputs. The goal is to employ theseindividual classi�cation
streams of all the 39 LSCOM-LITE concepts [14] to
infer best fusion rules taking one target concept at a
time. Fusion learning is thus equivalent to discovering
semantic patterns and applying semantic reinforcements
post classi�cation. In addition to positive reinforcement,
we describe an experiment which involves both positive
and negative reinforcements of semantics. We also discuss
interesting patterns observed as an application of fusion
task. Figure 1 shows the top 15 retrieval results for two
LSCOM-LITE concepts using the IBM MARVEL system1 .
Notice the visual similarit y between retrieval results for the
two concepts shown and the potential for fusing responses
from the two classi�ers. At a later discussion, in the
paper, we point out the reinforcement patterns, we discover
between them.

The rest of the paper is organized as follows. In Section 3,
we motiv ate the proposed approach and give a stepwise
description and formalism of our fusion learning algorithm.
We also discuss the computational advantage over brute
force search. Experiments are describe in Section 4. In
Section 5, we conclude and list future directions.

1http://mp7.watson.ibm.com/marv el

3. DECISION FUSION LEARNING
ALGORITHM

As in most decision fusion or combination problems, the
proposed fusion learning algorithm entails learning a linear
combination over decision streams. The weights learnt
for particular decision streams are representativ e of their
authorit y in making a decision in a particular scenario. As
is obvious, the weights learnt or authorit y of making decision
could di�er from problem, decisioncriteria, and the hillclim b
data used for judging decision validities. For example, a
classi�er learnt for a concept nature could be considered
an authorit y for another concept outdoors but not for yet
another concept indoors.

Inspired by [2], in our fusion learning paradigm, we treat the
problem of learning a linear combination as one of search
for an optimal pool of decision streams for a given problem
where decision streams are included into the pool with
replacement. In the end, the proportion of di�eren t streams
present is equivalent to their weights. Figure 2 shows
a graphical representation of the various sub-components
of our algorithm. The three main components described
next revolve around the decision pool which is populated
selectively. Our fusion learning comprisesof the following:

1. Pool Initialization - Beginning with the best decision
makers is a useful though greedy strategy. The
assumption is that the optimal ensemble will at least
contain a few best decision streams.

2. Pool Growing - An inclusion criteria which enhances
the overall performance of the pool at the particular
step. We require that the performance enhancement
is signi�can t.

3. Pool Perturbation - A technique to jump out of local
optimas by adding diversity to the pool. This idea is
inspired by search and optimization operators in the
�eld of real parameter evolutionary computation [3].
Evolutionary algorithms useideasof natural evolution
to solve intractable and multimo dal optimization
problems, where classical techniques usually fail.

Several other ideas were brought into our greedy
performance driv en ensemble learning algorithm including
utilization of history for rollback during a hillclim b search.
Usually some kind of resampling of data is considered
bene�cial during learning. Our learning algorithm is
compounded with bagging based resampling to improve
model generalization and robustness. The algorithm
involves a forward selection technique interspersed with
decision pool perturbation. Decision streams are included
into the pool with replacement.

Let us �rst formalize the notation before enumerating the
steps of the fusion learning algorithm. The decision streams
(giving con�dences or ranks with respect to a problem) will
be denoted denoted by D 1 , D 2 , : : :, D N . The error metric
by which we evaluate the streams will be denoted by E, and
the pool containing a variable number of decision streams,
at any point of time, will be denoted by P . When describing
the pool in terms of the individual weights of the decision



Figure 1: Screenshots from IBM MAR VEL Multimedia Analysis and Retriev al System for t wo LSCOM-LITE
concepts , top: people-marc hing, and bottom: walking-running. Notice the visual similarit y and the poten tial
for fusion.



Figure 2: A graphical represen tation of the comp onen t pro cesses in the fusion learning algorithm.

streams we shall use the notation

P =
�

wD 1 ; wD 2 ; : : : ; wD N

	
(1)

where wD i refers to the weight of stream D i in the pool. If
the pool doesnot contain a certain stream D j then wD j = 0.
The notation P + D i will denote a temporary addition of
stream D i into the pool for the purp oseof evaluation. The
error of decision stream, with respect to E will be denoted
by E(D i ) and the error of the entire pool, or the ensemble
error, will be denoted by E(P ).

1. The pool is initialized with the top K decision streams
each assigneda pre-determined weight. If the decision
streams ordered by their performance with respect to
the error function E are denoted as D t 1 , D t 2 , : : :, D t N

such that

E(D t i ) < E(D t j ) if i < j: (2)

we initialize the pool P with D t 1 , D t 2 , : : :, D t K .

At this step, we also allow that the best decision
stream be triggered with a higher weight. This could
be useful in the presenceof somea-priori con�dence in
the best decision stream. If all streams are believed to
be equally authoritativ e for the problem, it is a good
strategy to begin with equal weights. The parameter
K can be varied to control performance and avoid
over�tting.

2. For the inclusion step, we consider the decision stream
which decreasesthe error of the pool by the maximum
amount. We consider the stream D i � such that

D i � = arg max
D i

�
E(P ) � E(P + D i )

	
: (3)

However, we require that in order to be formally added
to the decision pool, the candidate decision stream

D i � must decreasethe error of the pool by a certain
percentage (usually set between 4% and 7%). This is
a step intro duced to avoid over�tting.

3. If addition of no decision stream helps decrease
the error of the pool, the algorithm allows for two
strategies to perturb the solution and allow for more
hillclim bing.

� We identify the decision stream having the
highest weight in the pool. We perform the
following operation:

wD i �  wD i � + � ; (4)

s:t: D i � = arg max
D i

f wD i g: (5)

This scheme is believed to be bene�cial when one
decision stream is apriori believed to be more
authoritativ e than the rest.

� A random decision stream can be included to add
diversity to the pool. This scheme is found to be
a good way to get out of local optimas.

4. Steps 2 and 3 are repeated for a �xed number
of iterations or till convergence. Additionally , we
maintain history about the best set of decision stream
weights obtained during the hillclim b. The algorithm
rolls back to these weights in the end.

In order to increase generalization of decision weights to
di�eren t and potentially larger setsof data, we allow for the
following kind bagging based resampling to be used with
fusion learning.
Bagging : Only a proportion of data points in the hillclim b
set are used to perform decision fusion learning. This
is repeated for a �xed number of iterations and the �nal
weights are obtained as the averageof weights in each run.



Figure 3: Pool error with iterations for four di�eren t
bagged data samples. Note the roll-bac k poin ts for
each trend.

Figure 3 represents the decay in error of the pool during
fusion learning for an LSCOM-LITE primary concept
Walking Running. Plots for four di�eren t bagged-runshave
been presented for the purp ose of illustration. Notice the
roll-back points identi�ed by the algorithm for each run.
The details of the experiment will be presented in Section 4.

The complexity of the fusion learning algorithm is
determined by the error computation step which is
performed for each decision stream at each iteration.
The error calculation involves performing a sort on the
dataset. Suppose the size of the hillclim b set is denoted
as V and the number of decision streams is N , the
computational complexity of each iteration of the algorithm
is O (N V log V ). If the number of iterations is T , the
complexity becomesO (TN V log V ). An alternativ e to the
proposedapproach could be to perform an exhaustive search
for fusion weights. Assuming that there are N decision
streams, as earlier, and one allows each stream to take
integer weights between 0 and M � 1, this approach would
involve searching M N weight combinations for a hillclim b
set of sizeV . The complexity for this would come out to be
O (M N V log V ). Moreover, this approach is not scalable
when the number of decision streams N is very large.
Hence the proposed approach is a polynomial time greedy
search leading to a locally optimal solution as opposed to
exponential time global grid search.

4. EXPERIMENTS
Application of fusion to semantic-content reinforcement
is motiv ated by a practical problem in the TRECVID
retrieval task. TRECVID [24] is an annual semantic
video retrieval benchmark run by the National Institute
of Standards and Technology (NIST) in which a common
corpus and a common set of concepts are made available
to participan ts every summer. Participan ts then analyze
the corpus and use their own techniques for ranking
video shots in the test corpus based on their relevance to
the concepts. Such ranking systems leverage models or

Figure 4: A graphical represen tation of three
in teresting seman tic reinforcemen t patterns we
obtained using decision fusion learning. The
thic kness of the arro ws corresp ond to the amoun t
of reinforcemen t.

classi�ers constructed for the concepts in question. Visual
similarit y based retrieval with respect to a concept then
becomesequivalent to ranking video shots by the respective
con�dences provided by the corresponding classi�er. We
have pioneered [16, 17] the approach of detecting a large
number of semantic concepts such as objects, locations and
events in videos and then using those to retrieve video shots
that are relevant to the query text and the concepts in the
accompanying query imagesand videos (For details see[15]).

Our experiments were performed with the 39 LSCOM-LITE
concepts of the TRECVID 2005 retrieval task. For more
details pleasesee[15]. The dataset of 80 hours of broadcast
news video comprising 45765shots was split into a hillclim b
set of 21175 shots and test set of 24590 shots. Care was
taken to ensure that all shots from a particular video end
up in only oneof those two setswithout being split acrossthe
training and testing set. The fusion algorithm was trained
on the hillclim b set and tested on the test set. For each
concept, we fused four di�eren t visual based classi�cation
systems with equal weights to form the baseline. We will
refer to these as the parent streams for the corresponding
concepts. For details of the visual features used please
refer to [15]. Training for each target concept involved
learning from all the 39 parent streams. To measureretrieval
e�ectiv eness,we used the standard NIST measure of non-
interpolated averageprecision for each query and the mean
averageprecision for an overall evaluation of the system. Let
R be the number of true relevant documents in a set of size
S; L the ranked list of documents returned. At any given
index j let R j be the number of relevant documents in the
top j documents. Let I j = 1 if the j th document is relevant
and 0 otherwise. Assuming R < S, the non-interpolated
averageprecision (AP) is then de�ned as 1

R

P S
j =1

R j
j � I j

We performed two sets of experiments as shown in Table 1.
In the �rst experiment, fusion learning and combination
was performed using a 39 dimensional model vector (one
for each of the 39 LSCOM-LITE primary concepts parent



Concept B aseline F usion � bag1 F usion � bag2

Walking Running 0.3073 0.3483 0.3476
Explosion Fire 0.1127 0.1113 0.1120

Maps 0.5112 0.5068 0.5112
US Flags 0.2106 0.2213 0.2200
Building 0.4897 0.5040 0.5097

Waterscape Waterfront 0.4610 0.4758 0.4727
Mountain 0.4329 0.4483 0.4528
Prisoner 0.0015 0.0007 0.0014
Sports 0.3801 0.3855 0.4004

Car 0.3371 0.3418 0.3384
MAP@1000 0.3244 0.3344 0.3366

Table 1: Seman tics reinforcemen t using classi�er fusion. Performance is shown for 10 concepts from
TRECVID 2005 test set for whic h NIST pro vided ground truth. The baseline is the best classi�er for each
concept. F usion � bag1 denotes fusion using a 39 dimensional mo del vector. F usion � bag2 denotes fusion using
a 78 dimensional mo del vector. (a negativ e decision stream for each concept corresp onding to the negation
of the resp onse of its paren t stream).

streams). In a second experiment, for each of the 39
concepts, we included a negative stream corresponding
to the negation of the response of the parent classi�er
stream. Our fusion learning algorithm does not allow
removal of decision streams from the pool once they are
inside. Formation of a 78 dimensional model vector for
fusion training and testing gave our algorithm the 
exibilit y
to decreaseweight of a certain stream (by giving weight
to its corresponding negative stream). Additionally , we
expect that some concepts can bene�t from reinforcement
by negative decision streams alone (e.g. outdoor can be
reinforced by not indoor). An apriori con�dence in the
model built for each concept resulted in using the �rst
scheme in step 3 of the algorithm (increasing weight of
highest-weight classi�er to get out of local optimas). The
percentage used as inclusion criteria in step 2 was set as
7%. Bagging was performed across15 runs. In Figure 4, we
show some of the interesting reinforcement patterns which
we observed. The target concepts are shown in green. We
have tried to make the thickness of the arrows correspond
to the respective reinforcements.

� The concept car with a gain in AP of 0.4% over
baseline has been reinforced by truck and road.
The corresponding weights obtained hence fractional
reinforcement is 0:914, 0:046, and 0:040 by concepts
car, road, and truck.

� The concept mountain with a gain in AP of 4.6%
over baseline has been reinforced by snow and
waterscape-waterfront. The corresponding fractional
reinforcement is 0:75, 0:125, and 0:125 by concepts
mountain , snow, and waterscape-waterfront.

� The concept walking-running with a gain in AP of
13.1% over baseline has been reinforced by people-
marching and sports. The corresponding fractional
reinforcement is 0:696, 0:152, and 0:152 by concepts
walking-running , sports, and people-marching.

As expected, the parent stream for each concept exercises
the maximum reinforcement on itself. Besidesthe patterns
shown, we also observed 1) building was reinforced by

road and urban, 2) waterscape-waterfront was reinforced
by boat-ship and mountain , 3) sports was reinforced by
crowdinv , snow, vegetation and walking-running . The
overall gain in performance for 10 concepts evaluated using
the mean-average-precisionmeasureat a depth of 1000 was
3.1% and 3.8% when using reinforcement using 39 and 78
dimensional model vectors respectively (Table 1). In certain
cases, reinforcement could be caused by a high degree of
co-occurrence of concepts rather than visual or semantic
similarit y from a human viewpoint e.g. car being reinforced
by road. Besides, patterns such as snow reinforcing sports
could be due to a signi�can t number of snow sports scenes.
Neverthless, we have shown that fusion learning is capableof
reinforcing semantics post classi�cation. Fusion learning, in
our case,is an o�ine processand doesnot involve classi�er
retraining. Moreover, application of fusion at real time is an
extremely inexpensive process.

5. CONCLUSIONS AND FUTURE WORK
In this paper, we described application of a greedy
performance driv en algorithm for fusion learning and
semantic reinforcement using multiple classi�ers. We
assume that each individual classi�cation system provides
a ranking or con�dence in answering a query or �nding a
concept and many of such systemsneed to be consulted and
fusedto generatethe �nal ranking. The algorithm is inspired
from the EnsembleLearning idea proposedby Caruana et.al.
[2] but has added features in order to make this learning
procedure robust with improved generalization capabilit y.
In addition to a greedy forward selection procedure, the
algorithm also incorporates techniques for decision pool
perturbation and utilization of history during a hillclim b
search. Fusion learning was performed using the 2005
TRECVID Test Set and performance was demonstrated on
the 10 LSCOM-LITE conceptsfor which NIST has provided
ground truth. The baseline consisted of equal-weight fused
responseof single best classi�ers for each concept built using
four di�eren t forms of low-level features [15]. We described
interesting and intuitiv e reinforcement patterns observed as
a result of fusion learning and showed an improvement of
3.8% over baseline. In the future, it would be interesting
to experiment with stochastic stream inclusion criteria, as
suggestedby oneof our reviewers. Another important future



work is integration of the fusion learner with IBM MARVEL
Multimedia Analysis and Retrieval System. Application of
fusion learning to future TRECVID search and retrieval
tasks is also anticipated. The fusion learning algorithm is
generic and can be used for other multimedia tasks as well.
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